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Abstract
The generalised extreme value (GEV) distribution is a three parameter family that describes
the asymptotic behaviour of properly renormalised maxima of a sequence of independent and
identically distributed random variables. If the shape parameter ξ is zero, the GEV distribution
has unbounded support, whereas if ξ is positive, the limiting distribution is heavy-tailed with
infinite upper endpoint but finite lower endpoint. In practical applications, we assume that
the GEV family is a reasonable approximation for the distribution of maxima over blocks,
and we fit it accordingly. This implies that GEV properties, such as finite lower endpoint in
the case ξ > 0, are inherited by the finite-sample maxima, which might not have bounded
support. This is particularly problematic when predicting extreme observations based on
multiple and interacting covariates. To tackle this usually overlooked issue, we propose a
blended GEV distribution, which smoothly combines the left tail of a Gumbel distribution
(GEV with ξ = 0) with the right tail of a Fréchet distribution (GEV with ξ > 0) and,
therefore, has unbounded support. Using a Bayesian framework, we reparametrise the GEV
distribution to offer a more natural interpretation of the (possibly covariate-dependent) model
parameters. Independent priors over the new location and spread parameters induce a joint
prior distribution for the original location and scale parameters. We introduce the concept of
property-preserving penalised complexity (P3 C) priors and apply it to the shape parameter
to preserve first and second moments. We illustrate our methods with an application to NO2
pollution levels in California, which reveals the robustness of the bGEV distribution, as well
as the suitability of the new parametrisation and the P3 C prior framework.
Keywords: blended generalised extreme value distribution, block maxima, extreme value theory, generalised extreme value distribution, INLA, property-preserving penalised complexity
prior.
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Introduction

The generalised extreme value distribution (GEV) is a three parameter family that describes
the asymptotic behaviour of properly renormalised maxima of a sequence of independent and
identically distributed random variables X1 , . . . , Xn (Coles, 2001, Chapter 3, and Davison and
Huser, 2015). Specifically, if Mn = max{X1 , . . . , Xn } and if there exist sequences {an > 0}
and {bn } such that, for Mn? = (Mn − bn )/an , one has Pr(Mn? ≤ z) → G(z) as n → ∞, where
G is a non-degenerate distribution function, then G has the form
" 

−1/ξ #
z−µ
G(z | µ, σ, ξ) = exp − 1 + ξ
,
σ
+

(1.1)

with a+ = max(a, 0), µ ∈ R, σ ∈ R+ and ξ ∈ R, with support {z ∈ R : 1 + ξ(z − µ)/σ > 0}.
If the shape parameter ξ is equal to zero, the GEV distribution reduces to the light-tailed
Gumbel distribution with unbounded support. If ξ > 0, the limiting distribution corresponds
to a heavy-tailed Fréchet distribution that has an infinite upper endpoint but finite lower
endpoint. Lastly, if ξ < 0, then the GEV distribution is short-tailed with a finite upper
endpoint. We can see then that the GEV distribution with a non-zero shape parameter has
a parameter-dependent support, and therefore does not obey the general regularity conditions
for likelihood-based inference (Stuart et al., 2004); see Smith (1985) for an in-depth study of
maximum likelihood inference for a class of irregular models that includes the GEV distribution.
Moreover, the support of the GEV distribution has a very abrupt and unrealistic transition
between the ξ < 0 and ξ > 0 cases, while in practice uncertainty intervals often contain ξ = 0.
It is also worth noting that by using the asymptotic GEV distribution as an approximation for
the distribution of maxima over finite blocks, GEV properties, such as finite lower bound in
the case ξ > 0 and finite upper bound in the case ξ < 0, are inherited by the original maxima
distribution, which might not have bounded support.
Despite the above features, many authors have shown the practical usefulness of the GEV
family as an approximation to the distribution of block maxima. For instance, Broussard
and Booth (1998) use the GEV distribution to analyse the behaviour of extreme losses in a
German stock index, whereas Bruun and Tawn (1998) assume a GEV distribution to estimate
the probability of coastal flooding. Extensions using regression models to include covariate
effects have been used in El Adlouni et al. (2007), El Adlouni and Ouarda (2009), and Cannon
(2010), among others. Flexible parameter smoothing using the class of vector generalised linear
and additive models was proposed in Yee and Stephenson (2007), and this framework was
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recently exploited by Zhong et al. (2021) for an application to heatwave hazard assessment in
Europe. Further extensions to combine spatial information across locations have been analysed
in Casson and Coles (1999), while Westra et al. (2013) studied the effect of climate change
on global precipitation annual maxima, and Jóhannesson et al. (2021) embedded space-time
covariates and spatially correlated random effects within GEV parameters to predict extreme
river flows over the whole U.K. territory.
Motivated by the study of annual temperature extremes, Stein (2017) introduces two new
results on the limiting distribution of block maxima. The need for such new results comes
from the artefact created by the GEV when it is used as an approximation to the distribution of properly renormalised annual maximum temperatures. Indeed, when we fit the GEV
distribution to temperature maxima, we usually obtain a negative shape parameter, which, as
mentioned above, implies that the maximum possible temperature on any day should also have
a finite upper bound. The existence of an upper bound implies that for the GEV distribution
to be a suitable approximation of the annual maximum temperature distribution, we would
need a theoretical result that applies to the maximum of a large number of random variables
with varying upper bounds. To solve this issue, Stein (2017) develops a framework based on
triangular arrays, where the GEV distribution appears either as a particular case or with a
different shape parameter compared to the usual stationary circumstances.
As in Stein (2017), here we focus on an artefact created by the GEV distribution when it is
used as an approximation to the distribution of finite block maxima. Our focus, though, is on
the case where the shape parameter is assumed to be positive. To illustrate this issue with a
specific example, consider X1 , . . . , Xn independent and identically distributed (i.i.d.) according
to a standard Cauchy distribution F , which has support in R. Then, Pr(Mn ≤ z) = F n (z) and
Pr(Mn? ≤ z) = F n (an z + bn ) (where an and bn can be chosen as an = nπ −1 and bn = 0), which
imply that both Mn and its standardised version Mn? have also support in R. It can be shown
(see, e.g., Schmiedt, 2016) that in this case, Pr(Mn? ≤ z) → G(z) = exp(−1/z), z > 0, as
n → ∞, i.e., properly renormalised maxima of a sequence of i.i.d. standard Cauchy variables
converge to a unit Fréchet random variable, which has support in (0, ∞). Therefore, the GEV
limit imposes an artificial bounded support to the finite-sample maxima of Cauchy random
variables, whose actual finite-n distribution may have non-negligible mass over (−∞, 0). Note
that many other similar theoretical examples can be found to illustrate the same mismatch
between the finite-n and asymptotic supports of block maxima (e.g., maxima of exponential,
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Figure 1: Simulated example showing the consequences of having a bounded GEV limit distribution in the context of regression. The model was fitted using the blue dots. An unusual
covariate value associated with an unusual response (blue square) is observed, which is contained within the true support above the theoretical lower bound (continuous blue line) but
not within the fitted support above the estimated lower bound (dashed red line).
beta, or Weibull random variables, just to name a few examples).
The artificial bound imposed by the GEV approximation is particularly troublesome when
the GEV parameters are covariate-dependent, i.e., µ ≡ µ(x), σ ≡ σ(x), and ξ ≡ ξ(x), for
x ∈ Rd , d ≥ 1. In this case, the GEV support, Z(x) = {z : 1+ξ(x){z−µ(x)}/σ(x) > 0}, is also
covariate-dependent. In particular, when ξ(x) > 0, then the lower bound is µ(x) − σ(x)/ξ(x)
and changes with the covariates in x. The implications of such setting for prediction problems
are illustrated with a simple example in Figure 1, where we simulate n = 30 GEV-distributed
values with location µ(x) = 1 + 2x, x ∈ R, and constant scale and shape parameters (σ = 1
and ξ = 0.5, respectively). The model was fitted using the blue dots, and the estimated
parameters were used to construct the estimated lower bound (dashed red line). The theoretical
lower bound is also displayed (solid blue line). An unusual covariate value associated with an
unusual response (blue square in the lower-left corner) is observed. However, it is not contained
within the fitted support (i.e., it lies below the estimated lower bound), revealing the lack of
robustness of the GEV distribution in a regression context. While the true GEV model assigns
low, but positive probability to this unusual data point, the estimated model—despite being
correctly specified—assigns a strict zero probability to it, and thus wrongly predicts that this
event cannot have occurred. Such absolute zero probability values are not only problematic
for assessing the risk associated to future extreme events, but they can also cause numerical
instability issues when making likelihood-based inference, and make probabilistic predictions
4

meaningless when evaluated through the logarithmic score, for example. Unfortunately, such
issues become almost inevitable in high-dimensional covariate settings.
The examples presented here illustrate that when the GEV distribution with positive shape
is scaled back to be used as an approximation for finite-sample maxima, it introduces a purely
theoretical, unrealistic and inconvenient artefact. Furthermore, while this artefact may be considered as negligible in terms of the actual model being fitted, it can have major implications for
prediction and computing in regression settings. To address this issue, it is enough to modify
the lower tail of the GEV distribution with positive shape. Here, we do that by constructing a
blended GEV (bGEV) distribution with support in the whole real line, based on a combination
of the Gumbel (ξ = 0) and the Fréchet (ξ > 0) distributions. The proposed bGEV model is
expressed in terms of a new parametrisation of the GEV distribution in (1.1), that provides
a more meaningful interpretation of the model’s parameters. Indeed, the usual location-scale
GEV parametrisation looses interpretability when the mean and standard deviation do not
exist, which is the case when ξ ≥ 1 and ξ ≥ 0.5, respectively. Our proposed GEV parametrisation is based on quantiles whose existence, unlike the mean and standard deviation, are not
influenced by the shape parameter. A consequence of this is that we have bGEV parameters
over which we can meaningfully assign priors in the Bayesian setting. Our proposed model is
fitted using a hierarchical Bayesian framework in the context of latent Gaussian models. We
assign independent priors over the bGEV parameters, which induce a joint prior distribution
for the original location and scale parameters. To select a prior distribution for the shape
parameter, we introduce the concept of property-preserving penalised complexity (P3 C) priors
that exploits the framework introduced by Simpson et al. (2017) to ensure desired features of
the bGEV distribution. Here we use it to ensure the existence of first and second moments.
Marginal posterior distributions of interest are computed using the integrated nested Laplace
approximation (INLA; Rue et al., 2009). The bGEV model is freely available and efficiently
implemented in the R-INLA library.
The remainder of the paper is organised as follows. In Section 2 we describe our new
reparametrisation of the GEV distribution, while in Section 3 we describe our modelling approach based on the bGEV distribution. The concept of property-preserving penalised complexity priors is introduced in Section 4. Section 5 presents the improvements implied by our
model using an air pollution dataset. Conclusions and a discussion of our methods are given
in Section 6.

5

2

A reparametrisation of the GEV distribution

The usual GEV parametrisation in (1.1) in terms of location, scale and shape parameters is
somewhat convenient as it resembles well-known location-scale families. Within these families,
we usually associate the location and scale parameters with the mean and standard deviation.
Nonetheless, in skewed distributions such as the GEV distribution, the mean and standard
deviation are no longer reasonable proxies for the location and scale of the distribution. Moreover, for large enough values of the shape parameter, the GEV mean and variance grow to
infinity, which prevents us from interpreting the location-scale GEV parametrisation as we
usually do in other models. This is particularly troublesome in a regression context where the
natural choice is to use a regression model in the location parameter, the scale parameter, or
both, because covariate coefficients may not have a clear meaning. This is even more critical
in a Bayesian context, as it might not be clear how to assign reasonable priors to GEV parameters. We, therefore, construct a GEV parametrisation that has a broader interpretation
for all values of ξ ∈ R, where prior information can be assigned to parameters that can still
be widely interpreted even in the cases where the first and second moments are not finite.
Specifically, we reparametrise the GEV distribution in terms of new quantile-based location
and scale parameters. The new location parameter is the α-quantile (0 < α < 1), denoted
qα ∈ R, while the new scale parameter, called the spread, is defined as the difference between
two quantiles and is denoted as sβ = q1−β/2 − qβ/2 ∈ R+ (0 < β < 1). So, for instance, if
α = β = 0.5, then the new location q0.5 is the median, and the new scale s0.5 is the interquartile
range. The GEV distribution reparametrised in terms of qα , sβ and ξ can be written as
" 
−1/ξ #
y − qα
F (y | qα , sβ , ξ) = exp −
+ `α,ξ
,
sβ (`1−β/2,ξ − `β/2,ξ )−1
+
where a+ = max(a, 0) and for any a > 0, `a,ξ = (− log a)−ξ . Note that the case ξ = 0 simplifies
to


 
F (y | qα , sβ ) = exp − exp −

y − qα
− `α
sβ (`β/2 − `1−β/2 )−1


,

with `a = log(− log a), for any a > 0. There is a one-to-one mapping between (qα , sβ , ξ)> and
the parametrisation in terms of (µ, σ, ξ)> in (1.1). For the case ξ 6= 0, the mapping is given by
µ = qα −

sβ (ξ`α,ξ − 1)
,
`1−β/2,ξ − `β/2,ξ
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σ=

ξsβ
.
`1−β/2,ξ − `β/2,ξ

The case ξ = 0 is interpreted as the limit when ξ → 0, i.e.,
µ = qα +

sβ `α
,
`β/2 − `1−β/2

σ=

sβ
.
`β/2 − `1−/β/2

Note that the location and spread parameters are still interpretable in this new parametrisation even when the mean and variance are undefined.

3

The blended GEV model

As mentioned in Section 1, we want to modify the left tail of the GEV distribution with positive
shape parameter to avoid inheriting a left-bounded support for the finite-sample maxima. We
want to do this by blending two distributions F (x) and G(x) so that the resulting distribution
H(x) resembles the GEV distribution with the right tail of a Fréchet distribution and whose
support is infinite. Most blending techniques found in the literature are done at the density
level, which gives rise to the well-known mixture distributions. However, when the mixture
weights are not constant in the argument x, a drawback of blending at the density level is that
the definition of the associated distribution function requires the computation of a normalising
constant, which may not have a closed-form expression. Here we propose a model that blends
the Fréchet and Gumbel distributions at the distribution level so that the resulting density
function can straighforwardly be computed and is automatically normalised. Specifically, the
blended GEV (bGEV) distribution function is defined as
H(x | qα , sβ , ξ, a, b) = F (x | qα , sβ , ξ)p(x;a,b) G(x | q̃α , s̃β )1−p(x;a,b) ,

(3.1)

where F is the Fréchet distribution with location qα , spread sβ , and shape ξ, and G is the
Gumbel distribution with location q̃α ≡ q̃α (qα , sβ ) and spread s̃β ≡ s̃β (qα , sβ ). The function
p is a weight function that controls the way the distributions F and G are blended together
and influence the model H. It is defined as the cumulative distribution function of a beta
distribution (FBeta ) with shape parameters c1 > 0 and c2 > 0, evaluated at the point (x −
a)/(b − a), i.e.,

p(x; a, b) = FBeta


x−a
| c1 , c2 .
b−a

(3.2)

The interval [a, b] is the left-tail mixing area, i.e., where F and G are merged; see the blue
shaded rectangle in Figure 2.
Note that the weight function p(x; a, b) is 0 for x ≤ a and one for x ≥ b, which means that
the left tail of H is equal to the left tail of G (which is unbounded) and the right tail of H is
7
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Figure 2: Illustration of the distribution (left) and density (right) for H (bGEV), F (Fréchet), and G
(Gumbel). On the left, the purple dash-dotted line is the weight function p.

equal to the right tail of F . In other words, the distribution H has the correct limiting right
tail, yet without the inconvenient, left-bounded, parameter-dependent support imposed by the
limit. Note also that limξ→0 H(x) = G(x) for all weight functions p, which means that our
proposed distribution reduces to the classical Gumbel case when ξ → 0, for all p. This also
ensures that the resulting distribution H is not too far from the classical GEV distribution
when ξ ≈ 0.
The parameters of G in (3.1) are chosen as injective functions of qα and sβ , such that
F (a) = G(a) and F (b) = G(b) and the resulting distribution H is continuous. Although there
are many ways to do this, we found that by setting a = F −1 (pa ), b = F −1 (pb ) for relatively
small probabilities pa and pb , we get the above desired properties and we can express the
Gumbel parameters as
q̃α = a −

(b − a)(`α − `pa )
,
`pa − `pb

s̃β =

(b − a)(`β/2 − `1−β/2 )
.
`pa − `pb

(3.3)

The reparametrisation proposed in Section 2 is based on the quantiles qα , qβ/2 and q1−β/2 of
the GEV distribution. Since the bGEV distribution is equal to the GEV distribution only for
values above the left-tail mixing area (i.e., only for x ≥ b), the definition of qα and sβ should
be constrained to the value of b. Since b is also defined as a quantile of the GEV distribution,
the above implies that we should have α ≥ pb and β/2 ≥ pb . Otherwise, qα and sβ would then
be defined as quantiles of the bGEV distribution, which are different from those of the GEV
distribution below b. For our data application in Section 5, we set α = 0.5, β = 0.5, pa = 0.05
and pb = 0.2.
Although the shape parameters c1 and c2 of the weight function can take any positive
value, we here restrict them to be greater than 3, in which case the second derivative of the
8

log-density of H is always continuous (see Section 6.2 in the Appendix). In what follows we
set c1 = c2 = 5 which leads to a symmetric and computationally convenient weight function p.
Our weight function in (3.2) shares similarities with the mixing probability in the dynamic
mixture model proposed by Frigessi et al. (2002). Nevertheless, the two models are fundamentally different. The model in Frigessi et al. (2002) is a mixture model (i.e., it blends at
the density level) proposed for threshold exceedances and it provides a continuous transition
between the bulk and tail models, avoiding the threshold selection associated with fitting a
generalised Pareto distribution. As noted by Scarrott and MacDonald (2012), their model is
appropriate when there is a lower bound on the support. Our bGEV model in (3.1) blends
at the distribution level, and its goal is to modify the left tail of the GEV distribution with
positive shape parameter while keeping its upper tail behaviour.

4

Property-preserving penalised complexity priors

Penalised complexity (PC) priors (Simpson et al., 2017) provide a principled and widely applicable method to specify prior information that is difficult to obtain from expert knowledge.
It uses the natural nested structure inherent in many model components to define these model
components as flexible extensions of some base model. The method penalises deviations from
this base model by placing an exponential prior on the Kullback-Leibler divergence from the
base model. Base models should then be defined for every model component of interest.
This task is simplified by noticing that, in practice, model components are completely defined
through parameters. Take, for example, a Gaussian random walk of order 2 (a definition can
be found in (5.3)), which is entirely defined by its precision (inverse of its standard deviation).
This fact can be used to define a PC prior using as base model a random walk with a infinite
precision (see Section 5 for an application of this particular PC prior).
PC priors can also be defined over data parameters, such as the positive shape parameter
of the GEV/bGEV distributions. The natural base model, in this case, is a GEV/bGEV with
a shape equal to 0 (i.e., a Gumbel distribution). Although it is possible to derive a formula
for this PC prior, we can take advantage of the relationship between the GEV and generalised
Pareto (GP) distributions and approximate the PC prior of the GEV shape by that of the GP
shape. Opitz et al. (2018) derived the PC prior for the GP positive shape parameter using a GP
with shape equal to 0 as base model. This PC prior is defined for 0 ≤ ξ < 1, thus preventing
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infinite-mean models, and depends on a penalty parameter λ > 0. It can be expressed as



ξ
λ
λ
1 − ξ/2
π(ξ) = √ exp − √
,
ξ ∈ [0, 1).
(4.1)
(1 − ξ)3/2
2
2 (1 − ξ)1/2
We can use the PC prior framework to define priors that help preserve specific properties of the
model components or the data distribution, such as the existence of moments. This is what
we call the property-preserving penalised complexity (P3 C) prior approach. In the case of
the GEV distribution, the existence of moments depends on the value of the shape parameter
ξ. Specifically, the k-th moment exists if and only if ξ < 1/k (Muraleedharan et al., 2011).
Although, in practice, the existence of high-order moments for the GEV distribution with ξ
strictly positive cannot be guaranteed, we can preserve low-order moments by shrinking the
interval of possible values that ξ can take a priori. Specifically, we can preserve the first two
moments of the GEV distribution by conditioning on ξ being less than 0.5. In practice, this
means that we normalise (4.1) by the corresponding cumulative distribution evaluated at 0.5,
i.e., using the alternative prior
π(ξ)
,
π̃(ξ) = R 0.5
π(s)ds
0

ξ ∈ [0, 0.5).

(4.2)

The P3 C prior concept that we show here for the shape parameter can be extended to other
models’ parameters when important model properties are not “continuous” as a function of
such parameters. We argue that distributional properties such as the existence of moments
are too crucial to be determined by the randomness of the data-generating process. Therefore,
the importance of the P3 C prior approach lies in providing a framework where we can make
rational decisions about important model properties through prior knowledge, avoiding any
influence of the data or the model error inherent to any statistical model fit.

5

Application

Air pollution is a significant public health problem. The World Health Organisation estimates
that 4.2 million deaths occur every year due to exposure to ambient pollution, with 9 out
of 10 people breathing air containing high levels of pollutants. To determine the air quality, extreme concentrations of single air pollutants are of particular interest (Kütchenhoff and
Thamerus, 1996). Here, we focus on modelling monthly maximum concentrations of nitrogen
dioxide (NO2 ), measured in microgrammes per cubic meter or µg/m3 , in Bakersfield, a city
in Kern County, California. NO2 is a chemical compound that primarily gets in the air from
10

fuel-burning (U.S. Environmental Protection Agency, epa.gov); see Vettori et al. (2019, 2020)
for related studies of extreme air pollutant concentrations in California. Monthly maximum
NO2 measurements are computed from January 2000 to March 2016, giving rise to 136 complete measurements. Available covariates include monthly mean and monthly maximum wind
speed, temperature, pressure, and relative humidity. To model possible non-linear relationships between the covariates and the NO2 concentrations, we assume that monthly maximum
concentrations of NO2 follow a GEV distribution where the location and scale parameters vary
with covariates according to a generalised additive model (GAM), while the shape parameter
is kept constant (this specification is sometimes called additive extreme-value model ; see, e.g.,
Yee and Stephenson, 2007). To illustrate the problems arising from the lower bound constraint
imposed by the GEV distribution, we removed the 30% smallest NO2 observations and used
the top 70% for model fitting. Model comparison was carried out using the Akaike Information Criterion (AIC), the Bayesian Information Criterion (BIC), and the deviance statistic (for
nested models) over all the possible configurations of the eight covariates when we include them
linearly and non-linearly in both parameters (location µ and scale σ). The best model obtained
using a forward-selection procedure has a fixed scale and a covariate-dependent location and
is given by
µi = βµ,1 + βµ,2 × monthly max temperaturei + sµ,1 (monthly max wind speedi ),
log(σi ) = βσ,1,

(5.1)

for i = 1, . . . , n, where βµ,1 and βσ,1 are intercepts, βµ,2 is a linear regression coefficient and
sµ,1 is a smooth function with four effective nonlinear degrees of freedom (see e.g., Hastie and
Tibshirani, 1990). Figure 3 shows the data used to fit the model (blue dots) along with the
ˆ
fitted lower bound surface µ̂(x) − σ̂(x)/ξ(x)
(grey surface), where x = (x> , x> )> and x1 and
1

2

x2 are the vectors of monthly maximum temperature and wind speed, respectively.
The removed NO2 observations range from 21.6 to 33.3 µg/m3 , which corresponds to a
“good” air quality index, according to the EPA air quality guide for nitrogen dioxide (https:
//www.airnow.gov/sites/default/files/2018-06/no2.pdf). These values are, therefore,
among the range of suitable NO2 maximum concentrations. For these observations, the temperature ranges between 16.7 and 32.4◦ C and the wind speed ranges between 4.2 and 16.2
m/s. We can see from Figure 3 that five of such observations fall below the fitted lower bound
surface. In other words, a set of reasonable covariate and response values (red squares) is not
contained within the estimated support, i.e., above the fitted lower bound (grey surface).
11

Figure 3: Two perspectives of the same plot to illustrate issues associated with the lower bound imposed by
the GEV fit: blue dots correspond to the top 70% NO2 observations, used to fit the model in (5.1). Red squares
(not used in the model fitting) are the remaining lower 30%. The grey surface correspond to the fitted lower
> >
ˆ
bound µ̂(x)− σ̂(x)/ξ(x)
where x = (x>
1 , x2 ) and x1 and x2 are the vectors of monthly maximum temperature
and wind speed, respectively. Five plausible combinations of covariate values and response (red squares) are
not contained within the estimated support (i.e., above the fitted lower bound).

To address this issue, we fit our bGEV model in (3.1) to the top 70% NO2 observations.
Although likelihood-based inference assuming independence is straightforward (see the density
associated with the model in (3.1) in the Section 6.1 of the Appendix), we here implement
it as a Bayesian hierarchical model with latent fixed and random effects. To compare both
modelling approaches, we would like to maintain the additive structure in (5.1), while keeping Bayesian inference relatively fast. Bayesian analysis is usually simplified when conditional
independence of the observations given a structure that drives their dependence can be assumed. If the structure is that of Latent Gaussian models (LGMs), which are a subset of
Bayesian additive models, then we can write it in terms of a structured additive predictor,
similar to the specification in (5.1). With that in mind, we assume that NO2 concentrations
are conditionally independent given a latent Gaussian random field (and a set of hyperparameters) that describes the underlying dependence structure of the observations. Bayesian
modelling restricted to the class of LGMs is the framework for which the integrated nested
Laplace approximation (INLA; Rue et al., 2009) is developed. In a nutshell, INLA tackles the
computation of high-dimensional integrals needed for Bayesian inference of LGMs conveniently
using the Laplace approximation in a nested way and leveraging modern numerical techniques
12

for sparse matrices. It is important to notice that LGMs represent a very vast class of statistical models; therefore, INLA can be used in a variety of applications (see, e.g., Wang et al.,
2018 and Krainski et al., 2018). For a gentle review on the INLA methodology, see Rue et al.,
2017. In INLA, the natural counterpart to the smooth functions in (5.1) are random walks.
Therefore, we assume that NO2 concentrations follow a bGEV distribution where the Fréchet
location and spread parameters are given by
qα,i = βq,1 + βq,2 × monthly max temperaturei + fq,1 (monthly max wind speedi ),
log(sβ,i ) = βs,1

(5.2)

where fq,1 is a Gaussian random walk of order two with a sum-to-zero constraint for identifiability purposes. Gaussian random walks of second order can be defined as follows: let
y2 = (y2,1 , . . . , y2,K )T be a discretisation of x2 (monthly maximum wind speed) into K bins.
Then,
fq,1 (y2,j+1 ) − 2fq,1 (y2,j ) + fq,1 (y2,j−1 ) ∼ N (0, τ −1 )

(5.3)

is a Gaussian random walk of order 2 with precision parameter τ that controls the level of
smoothness of the random walk. As such, the random walk fq,1 is defined over a binned
version of monthly maximum wind speed, and not over the original covariate. In light of
the above, it should be noted that the (abuse of) notation in (5.2) is used to highlight the
similarities between (5.2) and (5.1).
Prior distributions need to be specified for the three fixed effects in (5.2), the random walk
precision parameter in (5.3), and the shape parameter ξ. We choose a vague Gaussian prior
with zero mean and precision 3 × 10−3 for all the fixed effects (βq,1 , βq,2 , and βs,1 ). For the
random walk precision τ , we select a relatively weak PC prior. As mentioned in Section 4,
the base model for the random walk of order 2 is defined to have an infinite precision (i.e.,
zero variance), and the prior probability is defined through the parameters uτ and ατ as
Pr(τ −1 > uτ ) = ατ (Simpson et al., 2017). We choose uτ = 15 and ατ = 0.01. Finally, we
use a P3 C prior approach to preserve the existence of the first two moments of the bGEV.
Specifically, we use the PC prior in (4.2) (i.e., we restrict ξ to the interval (0, 0.5)) with λ = 7.
Although the GAM and INLA models presented here have a similar goal, they are fundamentally different; they have different parametrisations, likelihood and inference techniques.
Therefore, most of their coefficients cannot be directly compared. Nonetheless, the shape parameter for both models is the same, and the results are consistent, although the GAM specification estimated a slightly heavier tail than the INLA approach. Specifically, the estimated
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shape is 0.3 (0.11–0.50) for GAM and 0.16 (0.05–0.31) for INLA. Note that the uncertainty
reported for the INLA model is somewhat reduced compared to the GAM model. We argue
that this uncertainty reduction is due to our sensible P3 C prior, which is relatively informative
and avoids unrealistic shape parameter values.
This illustration shows the lack of robustness of the usual GEV distribution. Indeed, we
fitted the GEV and bGEV distributions assuming that the only data we have are the blue dots
in Figure 3. If we then observe new information (the red squares), then the GEV model is no
longer a suitable representation of the distribution of maximum NO2 concentrations, as there
are at least four new observed values over which the GEV distribution assigns zero probability.
To address this issue, the GEV distribution would have to be refitted to the whole data. On
the other hand, our bGEV distribution can still be interpreted, and provides a sensible model
for the new information.

6

Discussion

Inspired by the usually overlooked restrictions inherited by finite-sample maxima distributions
when they are approximated by the GEV distribution, we here make three main contributions.
Firstly, we propose the blended generalised extreme value (bGEV) distribution as an alternative to the classical GEV distribution to fix the lower bound constraint imposed by the GEV
distribution when the shape parameter ξ is positive. Specifically, by using the GEV distribution as an approximation for the distribution of maxima over blocks, properties of the GEV
distribution, such as a lower endpoint, are inherited by the finite-sample maxima distribution,
which might not be lower-bounded. This issue is particularly troublesome in the presence of
linear or non-linear covariates, and becomes crucial with high-dimensional covariate settings.
The bGEV distribution smoothly combines the left tail of the Gumbel distribution (ξ = 0) and
the right tail of the Fréchet distribution (ξ > 0) and depends on a weight function that controls
the influence of both distributions. It is important to notice that since the GEV distribution
is the only possible non-degenerate limit to properly renormalised maxima, we do not propose
a different limiting model. Instead, we derive a distribution with infinite support that avoids
any lower bound restrictions, while matching the right tail of the GEV distribution.
Secondly, we propose a new parametrisation of the GEV distribution in terms of a quantile
and a spread parameter, to allow for a more straightforward and meaningful interpretation
of the model parameters. The spread is here defined as the difference between two quantiles.
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This parametrisation has significant consequences in a regression setting where parameters are
assumed to vary with covariates, as it ensures interpretability even when the first two moments
of the distribution are not defined. The parametrisation has natural connections with empirical
quantiles, and it is particularly advantageous in the Bayesian framework as interpretable prior
distributions can be easily assigned.
Thirdly, we introduce the concept of P3 C priors to retain important model properties when
these properties are not “continuous” as functions of model parameters. We use this concept
to avoid inconsistencies related to the first two moments of the GEV distribution. Specifically,
since the first two GEV moments are defined for ξ < 0.5, we restrict the values of ξ to the
interval (0, 0.5) by normalising the PC prior using the corresponding cumulative distribution.
We argue that the data at hand should not define critical distributional features such as the
existence of moments. The P3 C prior approach provides a framework to define those features
through prior knowledge.
We illustrate our methods with an application to air pollution levels of NO2 at a single location using a hierarchical Bayesian approach and the integrated nested Laplace approximation
(INLA) for inference. In general, INLA requires the model likelihood to be log-concave (Rue
et al., 2009), which is not the case for the GEV and the bGEV distributions. Although, in
practice, the lack of log-concavity does not necessarily mean that INLA will not converge, it is
highly advisable to try to mitigate potential numerical instabilities by, e.g., choosing informative priors for the likelihood parameters. Additional standardisations of the response variable
can also help to reduce convergence issues.

Notes on implementation
The INLA implementation and documentation for the bGEV model can be found in the RINLA package (Bivand et al., 2015) via inla.doc("bgev"). A tutorial for fitting the bGEV
model with R-INLA can be found in https://www.r-inla.org/documentation.
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Appendix
Here we provide details on the computation of the density of H in (3.1) and its first derivative.

6.1

The bGEV density

For x ∈ R we can write
H(x) = exp {p(x) log G(x) + (1 − p(x)) log H(x)} ,
F (x) = exp{−t1 (x)},
G(x) = exp{−t2 (x)},



x − qα
t1 (x) = z1 (x)
, z1 (x) =
+ `α,ξ
sβ (`1−β/2,ξ − `β/2,ξ )−1
x − qα
t2 (x) = exp(−z2 (x)), z2 (x) =
− `α .
sβ (`β/2 − `1−β/2 )−1
−1/ξ


,
+

The density for H, h, can then be easily derived:


f (x)
g(x)
h(x) = H(x) p0(x) log F (x) + p(x)
− p0(x) log G(x) + (1 − p(x))
,
F (x)
G(x)


1
x
fBeta
| c1 , c2 and fBeta is the density of the Beta distribution
where p0(x) =
(b − a)
(b − a)
with shape parameters c1 and c2 . Also,
1
f (x) = F (x)z1 (x)−(1+1/ξ) z1 0(x),
ξ

g(x) = G(x)t2 (x)z2 0(x),

with z1 0(x) = (`1−β/2,ξ − `β/2,ξ )/sβ and z2 0(x) = (`β/2 − `1−β/2 )/sβ . Note that f and z1 0 are
defined for x > qα − sβ (`1−β/2,ξ − `β/2,ξ )−1 `α,ξ .

6.2

First and second derivatives of the bGEV density

Let
m(x) = p0(x) log F (x) + p(x)

f (x)
g(x)
− p0(x) log G(x) + (1 − p(x))
.
F (x)
G(x)

The we can write h(x) = H(x)m(x) and
h0(x) = h(x)m(x) + H(x)m0(x),
h00(x) = h0(x)m(x) + 2h(x)m0(x) + Hm00(x),
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with

m0 = p00{log F − log G} + 2p0

f
g
−
F
G




+p

f 0F − f 2
F2




+ (1 − p)

g0G − g 2
G2


,




g
f 0F − f 2 g0G − g 2
f
−
+ 3p0
+
m00 = p000{log F − log G} + 3p00
−
F
G
F2
G2




f 00F 2 − 3f f 0F + 2f 3
g00G2 − 3gg0G + 2g 3
p
+ (1 − p)
.
F3
G3


Note that we removed the x argument for ease of notation. Note also that

1
p00(x) =
f 0Beta
(b − a)2




x−a
| c1 , c2 ,
b−a

1
p000(x) =
f 00Beta
(b − a)3




x−a
| c1 , c2 ,
b−a

where
(c1 − 1)y c1 −2 (1 − y)c2 −1 − (c2 − 1)y c1 −1 (1 − y)c2 −2
,
β(c1 , c2 )
(c1 − 1){(c1 − 2)y c1 −3 (1 − y)c2 −1 − (c2 − 1)y c1 −2 (1 − y)c2 −2 }
f 00Beta (y | c1 , c2 ) =
β(c1 , c2 )
c1 −2
(c2 − 1){(c1 − 1)y
(1 − y)c2 −2 − (c2 − 2)y c1 −1 (1 − y)c2 −3 }
−
.
β(c1 , c2 )
f 0Beta (y | c1 , c2 ) =

Finally, the first two derivatives of f and g can be expressed as
z1 (x)−(2+1/ξ) z1 0(x)
{f (x)z1 (x) − (1 + 1/ξ)F (x)},
ξ
z1 (x)−(3+1/ξ) z1 0(x)
f 00(x) =
[−(2 + 1/ξ){f (x)z1 (x) − (1 + 1/ξ)F (x)} + z1 (x){f 0(x)z1 (x) + f (x)(z1 0(x) − 1 − 1/ξ)}],
ξ
g0(x) = g(x)t2 (x)z2 0(x) − G(x)t2 (x)(z2 0(x))2 ,
f 0(x) =

g00(x) = g0(x)t2 (x)z2 0(x) − 2g(x)t2 (x)(z2 0(x))2 − G(x)t2 (x)(z2 0(x))3 .
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